
Learning Notation Graph Construction
for Full-Pipeline Optical Music Recognition

Introduction and Goals Proposed Approach

Future Work

– Increase robustness by adding data augmentation.
– Add meaningful features to the network such as the detected class label.
– Explore size-independent network architectures for more flexibility.

Optical Music Recognition (OMR) promises great benefits to Music 
Information Retrieval by reducing the costs of making sheet music available in 
symbolic format. OMR can be organized into four processing stages:

– 140 manually annotated pages of handwritten music.
– 91 254 annotated symbols.
– 82 247 explicitly marked relationships between symbol pairs.
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The Music Notation Graph (MuNG)

Music notation can be modeled as a directed graph with: 

– The detected music object primitives as vertices.

– Relationships between primitives as edges.

○ Syntactic edges between symbols model relationships or interactions, 
e.g., a notehead with its stem or with a nearby accidental.

○ Precedence edges specify the temporal order between notes. For 
most cases the horizontal axis is sufficient, but in polyphonic music, a 
more sophisticated mechanism is needed to resolve ambiguities.

A Music Notation Graph: Vertices are depicted as colored boxes around 
primitives. Red lines depict syntactic edges and purple lines precedence edges.

We evaluate the model in two ways: 
– Over a hypothetical set of perfect detections from the ground-truth.
– Over the result of a state-of-the-art music object detector.

Evaluation on detection results requires to establish a correspondence first. 
Two objects are considered the same if they belong to the same class and if 
their intersection over union is at least 50%. 

A sample page with detection results highlighted with boxes around them. The 
color represents the class of the object, e.g., full noteheads are green.
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Evaluation

Optimization
Running the classifier for all possible vertex pairs is computationally too 
expensive. To reduce the number of candidate pairs, we apply two strategies: 

– Objects further apart than a distance threshold t are ignored.
– Vertices with “incompatible” classes are not considered. Compatibility is 

defined according to the syntactic rules of modern music notation.

Recent advances in deep learning have turned OMR obstacles into clearly 
solvable problems, especially the stages that visually process the input image, 
such as the detection of music objects. 

However, detecting objects in an image is not enough for retrieving the actual 
content, as the configuration of the symbols—how they are placed in relation 
to each other─determines the musical semantics. This work addresses exactly 
this problem: the notation assembly stage. 

We present a novel machine-learning approach that is capable of learning 
how to construct a Music Notation Graph (MuNG) which can store the 
configuration of a music-notation document. This MuNG holds all the 
information required to fully reconstruct the encoded music.

Samples of input images. Colors highlight the masks of the two objects that are 
being processed. These images show  (a) a positive sample, (b) a negative 
sample, and (c) a hard negative sample.

Graph Edges / Relationships
Precision Recall F-Score

Perfect Detections 95.2% 96.0% 95.6%

Real Detector 93.2% 91.5% 92.3%

Notation assembly starts after music objects have been detected and 
classified. Relationships between these primitives are learnt from an 
annotated training set. For each pair of vertices, a binary classifier is trained 
to decide whether an edge between them should be constructed or not.
A convolutional neural network (CNN) serves as classifier and is trained with 
specially constructed images, that have three input channels:

1. The patch of the input score image which covers the objects in question 
2. The binary mask of the first object
3. The binary mask of the second object

Results

CNN
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