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Kurzfassung
In verteilten technischen Projekten werden häufig tabellarische Dokumente für die
Zusammenarbeit zwischen Ingenieuren verschiedener Disziplinen eingesetzt, die an
einer gemeinsamen Datenbasis aber mit verschiedenen Programmen und Ansichten arbeiten. Kalkulationstabellen werden auch oft zur Kommunikation mit externen Teilnehmern verwendet, die keinen Zugriff auf die interne Datenbank oder die
benötigten speziellen Programme haben. Deshalb werden Tabellen aus der Datenbank generiert und an den externen Teilnehmer übergeben, der diese bearbeitet.
Diese Änderungen müssen anschließend in die Datenbank zurückgespielt werden.
Wenn ein Datensatz sowohl von dem externen Teilnehmer als auch in der Datenbank geändert wurde, entsteht ein Konflikt, der manuell gelöst werden muss.
Derzeit existiert kein integrierter Prozess und viel manuelle Arbeit ist notwendig,
wodurch das Übernehmen der Änderungen sehr zeitaufwändig wird, da solche Dokumente in der Regel sehr umfangreich sind. Diese lange Dauer führt zu dem Problem,
dass während dessen neue Änderungen in der Datenbank geschehen, neue Konflikte auftreten und der komplette Einspielvorgang nochmals begonnen werden muss.
Um dies zu verbessern ist die Unterstützung bei der Erkennung und Kontrolle von
Änderungen notwendig, um den Prozess zu beschleunigen. Bestehende Programme
bieten bereits die Möglichkeit Kalkulationstabellen zu exportieren, importieren und
Unterschiede zu erkennen, aber es fehlt die Unterstützung bei der Konfliktlösung
oder eine Integration in Excel, sodass man in einem einzigen Programm arbeiten
kann und sich viele manuelle Einzelschritte in speziellen Programmen erspart.
Diese Arbeit beschreibt die theoretischen Konzepte einer Versionsverwaltung für
Excel, sowie einen Prototypen, den Engineering Object Editor, der einen Ansatz
darstellt, um die oben genannten Probleme zu vermeiden. Der Engineering Object
Editor ist ein Excel-Add-In, und integriert den kompletten Versionskontrollprozess
in Excel. Er stellt die Schnittstelle zur Datenbank dar und hilft dem Bearbeiter, sich
auf wesentliche Teile zu konzentrieren, indem irrelevante Teile ausgeblendet werden.
Außerdem wird der Vorgang des Zurückspielens beschleunigt.
Der Inhalt dieser Arbeit richtet sich hauptsächlich an die zukünftigen Entwickler
des Engineering Object Editors. Die Ergebnisse der behandelten Forschungsfragen
sind Prozessverbesserungen bei der Reintegration von geänderten Kalkulationstabellen in eine integrierte Datenbank, mit dem Hauptaugenmerk auf einer effizienten
Qualitätssicherung. Weiters wird die Komplexität von Artefakten der Versionskontrolle sowie Risiken und Fehler des traditionellen Prozesses behandelt und ein verbesserter Prozess mit Werkzeugunterstützung vorgestellt.
Um die Ergebnisse zu bewerten, wurde der traditionelle Prozess mit dem EOEunterstützten verglichen und eine Machbarkeitsstudie, sowie eine Nützlichkeitsstudie
durchgeführt. Die Ergebnisse sind ein Nachweis der Machbarkeit, eine Verbesserung
im Arbeitsablauf und Erweiterungen in der Konfliktlösung. Der Prototyp, der in
dieser Arbeit beschrieben wird, benötigt noch weitere Entwicklungarbeit, um die
Leistung zu steigern, sowie um eine tatsächliche Anbindung an den OpenEngSB zu
realisieren.
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Abstract
In distributed engineering projects, spreadsheets are frequently used for collaborative work between engineers of different disciplines who work on a common
knowledge-base but with different tools and views. Spreadsheets are also often
used for the communication with external participants, who do not have access to
the internal database and the specific tools to work on the data directly. Therefore
spreadsheets are generated from the database (called check-out) and handed to the
external participant who modifies them. These modifications need to be integrated
back into the original database (called check-in). If an object is changed by the
external participant and in the database simultaneously, this situation is called a
conflict, which needs to be resolved manually.
Currently there is no integrated process and a lot of manual work is required to
perform a check-in, which has several disadvantages: it is very time-consuming to
review all changes and resolve all conflicts, because such spreadsheets are typically
very large. The long period to review the spreadsheet leads to another problem.
While checking the changes and resolving the conflicts, the database gets modified
again, new conflicts occur and it is necessary to start the check-in all over again. To
improve this, support for the recognition and reviewing of changes, as well as a faster
way to check-in for changed spreadsheets is required. Existing programmes already
offer means to check data in and out, but they lack certain features, like showing
who did a change, supporting the conflict-resolution or being accessed directly from
Excel so the user can work from a single tool instead of performing several manual
steps in different tools.
This thesis contains the theoretical concepts of a revision-control-system for Excel as well as a prototype, the Engineering Object Editor, which is an approach to
avoid these issues. The Engineering Object Editor is an Excel-Add-In that integrates the whole revision-control process directly into Excel and states an interface
to access the database. Additionally it helps the reviewer to focus on relevant parts
by hiding negligible information and to speed up the check-in procedure.
This work targets mainly the future developers of the Engineering Object Editor.
The results of the addressed research issues are engineering process improvements
for reintegrating changed spreadsheets into an integrated engineering database, with
the focus on efficient quality assurance. The complexity of revision-control artefacts, risks and defects of the current process, a proposal for an improved changemanagement process as well as a tool-support for the new process is presented in
this work.
To evaluate the results, the traditional process is compared to the EOE-supported
one and a feasibility and usability study was done. The results are a proof of concept,
an improvement in the work-flow, and an enhancement in the conflict-resolution.
The prototype described in this thesis still needs development to increase performance and add substantial features, like a connection to the OpenEngSB, which is
not implemented yet.
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1

Introduction

1.1

Motivation

In distributed engineering projects, participants work on a heterogeneous collection of data. Engineers work with domain-specific, complex and expensive software
tools, like EPlan1 , AutoCAD2 or COMOS3 . Spreadsheets are frequently used for the
communication between engineers of different disciplines that work on a common
dataset but with different views. For example a software engineer is interested in
a certain signal for programming a micro-controller, while the electrical engineer
focuses on the power-supply and where to install the cables. But spreadsheets are
also used to communicate with external partners or customers that do not have
access to the internal database or do not have the specific tools to access the data.
The current work-flow is, that these external participants (e.g. the company that
installs the cables) receive spreadsheets that contain information from a specific
tool, an engineering-model or a plan, like the signal information from an electrical
device. They review and update the dataset, as the device they have installed might
have changed, and these modifications should be integrated back into the original
engineering-model. They return the changed document and these changes have to
be merged back into the original database. If a signal was changed by the customer
and in the database simultaneously, this situation is called a conflict, which needs
to be resolved manually.
Typically such spreadsheets have about 20,000 lines, 200 modifications and 40
conflicts, which need be returned back into a quality assured integrated database
where the data came from. At the moment the complete check-in procedure which
consists of reviewing the changes and resolving conflicts, takes a couple of days
because it is done mostly manually. This causes a lot of work and is a great risk,
because it is easy to make mistakes, like overlooking a change or using incorrect
units if the context is missing. But the greatest problem currently is that during
the review of the spreadsheet the underlying database gets changed again and the
whole check-in procedure starts all over again as new conflicts might have occurred.
To improve this, support for the recognition and reviewing of changes, as well
as a faster way to check-in changed spreadsheets is required. Existing programmes
already offer means to check data in and out, but they lack certain features, like supporting the conflict-resolution by showing who did a change, being accessed directly
from Excel or understanding the Excel-file-format. So the whole revision-control
process should be integrated right into Excel, and with an additional programme
Excel can be used as a simple user-interface for accessing the integrated database.
Existing features, such as hiding negligible data and high-lighting interesting parts,
can be used to help focusing on changed data, and to hide unchanged or unimportant
parts.
1

EPlan: http://www.eplan.at/
AutoCAD: http://www.autodesk.de/selectautocad
3
COMOS Plant Engineering Software: http://www.automation.siemens.com/mcms/
automationsoftware/ en/digital-engineering/comos/Pages/Default.aspx
2
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To sum it up, in the final product it should be possible to use the following
features directly in Excel:
• Check-Out: generate an Excel spreadsheet from an underlying database or
revision-control system. This could be done either by generating a report
which can be imported into Excel or loading the data directly into Excel.
• Logging: make changes traceable and recordable.
• Change- and Conflict-Management: provide a suitable way of presenting changes
and conflicts to the user and give the possibility of resolving conflicts easily.
• Reversibility: make changes reversible, so a look at previous versions can be
taken or changes can be undone.
• Check-In: transfer the reviewed changes and resolved conflicts back into the
underlying database.

1.2

Goals

The goals of my work are to explore the technological possibilities and identify
the limitations when working with spreadsheets and programming Microsoft Excel.
Further a prototype, the Engineering Object Editor (EOE), which supports revisioncontrol directly in Excel was developed and evaluated during my course work at the
Christian Doppler Laboratory (CDL) Software Engineering Integration for flexible
automation systems. This tool is an approach to solve the issues mentioned above.
It gives the user feedback on a merge result directly in Excel without the need for
additional tools. The aim is to keep the power and flexibility Excel offers, without
losing the consistency checks and high level of data-quality of a closed and specific
application. Additionally, a new process, which is similar to common revisioncontrol processes for working with the Engineering Object Editor, was created and
evaluated. The results are discussed in this work.

1.3

Results

For solving the problems mentioned in the introduction, a new process was developed
that adds some complexity by introducing new process-steps or modifying existing
ones, but brings improvements in the way how changed spreadsheets can be reintegrated into a quality-assured database. These new or modified process-steps are
either invisible for the user or semi-automated with a better support for the quality
assurance. So the time for a check-in can be reduced, conflicts will be resolved easily,
and only a single tool is used for controlling the whole process.
The Engineering Object Editor presented in this thesis is capable of many features. It was realised as an Excel-Add-In which is an additional programme that can
be installed to Excel and adds another ribbon, as shown in figure 1. Documents can
be checked-out with this ribbon and receive additional information during check-out
10

for making the document reversible and the changes traceable, even if the customer
does not have the Add-In installed.

Figure 1: Additional control-elements from the EOE Add-In in Excel, grouped in a ribbon.

Since big parts of the communication-infrastructure between the EOE and the
underlying database were not present during the development, a standalone demoversion was built. This demo-version can well be run independently and features
significant elements of the final product, yet needs to be developed further for use
in a productive environment.
The Add-In offers means to
• check-in and check-out data from local CSV-files or Excel-Sheets,
• show changes between a modified sheet and the original one that was checked
out, and to
• support the user when reviewing the changes, by high-lighting the changed
cells directly in the spreadsheet, hiding unchanged columns and rows, and
offering a list of changes in a sidebar that can be accepted by the user, causing
the cells to change their colour.
Modifications, creations and deletions can be detected, even if the sorting of the
data has changed, conflicts between a simulated repository can be recognised and
presented to the user, and during the check-in the user gets additional information
about the conflict.
The main result of this work is a proof of concept that the new process and the
prototype bring the desired improvements in the work-flow.

1.4

Structure

The remainder of this thesis is structured as the following: Chapter 2 deals with
related work regarding concepts of revision-control systems and an integration with
the OpenEngSB. Chapter 3 presents research issues concerning the risks, defects and
improvement of the current change-management process, while chapter 4 describes
three industrial use cases. Chapter 5 gives an overview of a solution approach that
includes an improved process and tool support. In chapter 6 the evaluation concepts
and results are presented. In chapter 7 the solution approach and research issues
are discussed. Finally, chapter 8 concludes the thesis and describes the future work.
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2

Related work

The first section of this chapter is dedicated to revision-control systems in general.
The main components and characteristics as well as revision-control-artefacts are
described in detail. Then the strengths are discussed and how they can be used
in the new process as well as the weaknesses that motivate the research of new
solutions. The second section deals with changes and conflicts and the third with
the frequently used file-format of CSV-Files. The fourth section describes the Open
Engineering Service Bus, which is an Enterprise Service Bus platform and a way of
how the EOE can integrate into the OpenEngSBs infrastructure.

2.1

Revision-control systems

State-of-the-art revision-control systems (also called version-control systems, revision management systems or version management system) offer a variety of features
to work collaboratively on a single or multiple documents. All revision-control systems share the concept of a common database, the repository, which is a managed
storage for digital data, e.g. source code, documents or data-models. But apart from
simply storing the data, a repository contains additional meta-information about the
data, like the changes performed, who performed them and user-comments. Repositories can have different shapes, like a centralised repository, where one single server
is responsible for everything, or a distributed repository, where every client holds
the complete repository-information.
The first user action when working with revision-control systems is fetching the
data from the repository (the first step in figure 2). Depending on the used system
and desired behaviour it is called check-out, pull, update or fetch. Usually during
this procedure additional meta-information is locally created to make the changes
traceable. Either a complete copy could be stored, or something more sophisticated
like a compressed copy. After the check-out the documents can be modified, deleted
or new ones can be created. This is the second step in figure 2.
After modifying and working with the documents, the results can be published
by putting them back into the repository. This procedure is most frequently called
commit, but also check-in or push, again depending on the used system and desired
behaviour. During a check-in, the last known version and the current version of a
file are compared and the changes, called deltas, are saved in the repository (step
3 in figure 2). In this work the terms check-in and commit are used with different
meanings: The check-in compares the changed files with the data in the repository
and returns information about changes and conflicts, while a commit simply writes
the data into the repository, overwriting the current data.
An important feature of revision-control systems is the traceability. With the
deltas mentioned above, any previous version of a file can be restored, changes can
be tracked, and the responsible person explored. A log-entry is created every time
someone is checking-in data, and this entry allows the system to keep record of the
participants. If a problem occurs this feature can be very useful to find out who
caused it and to contact that person.
12

Figure 2: Simplified process of a revision-control system.

2.1.1

Characteristics of Revision-Control Systems

Revision-control systems can be distinguished according to several characteristics.
The first is whether it needs a constant network connection or not. Those having
a constant connection can be edited by multiple persons simultaneously, each one
immediately seeing what the other ones are doing. Prominent representatives are
Google Docs4 , Adobe Buzz5 , Zoho6 or Etherpad7 . In contrast, tools that can be
used offline only require a connection while fetching the data (either for updates or
during check-out) and pushing changes to the repository. Prominent representatives
of offline-tools are Apache Subversion8 (SVN), its predecessor Concurrent Version
System9 (CVS), Git10 or Mercurial11 .
Another characteristic according to [Reichenberger, 1994] is whether forward- or
backward-deltas are stored. If the first version is saved completely and then only
the changes, this is called forward-deltas, while backward-deltas always save the
current version completely and the changes that are required to go back to an elder
version. Each of them has advantages and disadvantages which are described in
4

Google Docs: http://docs.google.com
Adobe Buzz: http://www.adobe.com/acom/buzzword/
6
Zoho: http://www.zoho.com/
7
Etherpad: http://etherpad.org/
8
Apache Subversion: http://subversion.apache.org/
9
CVS: http://savannah.nongnu.org/projects/cvs
10
Git SCM: http://git-scm.com/
11
Mercurial SCM: http://mercurial.selenic.com/
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[Reichenberger, 1994] in detail.
A further distinction can be taken between centralised (SVN, CVS) and decentralised (GIT, Mercurial) revision-control systems. Centralised systems have one or
a couple of servers that incorporate the repository. Every check-in goes to these
servers and every change has to be fetched from them. The weaknesses of a centralised revision-control system are that they have a single point of failure and a
bottleneck if a lot of data is transmitted. On the other hand, the repository needs
to be configured only once and access-control can be easily defined and enforced.
In contrast, decentralised systems are not based on a single repository, but on a
distributed repository. This means that every client has the full repository information and can act as a server, which makes the system more robust to failures, but a
lot harder to keep track of a consistent version and it requires a more sophisticated
communication between the clients. Very often a decentralised system still has a
main server (e.g. Github12 or BitBucket13 ) but is not dependent on it.
2.1.2

Strengths and Limitations

The limitations of revision-control systems are subtle, but some of them have a
serious impact. For example, in many revision-control systems, binary files are not
checked for their content, but only as a whole. So even if only one cell has changed
in an Excel-spreadsheet, the whole document must be saved again. Even if there
have been large efforts of visualising changes for all kind of files (e.g. Tortoise offers
such a two-way-merge preview for many document types), the storing of a reduced
delta is seldom implemented. This is the biggest weakness, which can be avoided
by bringing down the revision-control to the document level. Then the content can
be compared row by row and only the necessary changes are saved.
Another weakness emerges, if many people work on a single repository with large
data-sets and perform frequent commits, because conflicts are likely to occur. So at
almost every check-in, the user has to resolve these conflicts before he can commit
his changes. But since the resolving of conflicts in larger files takes a while, the data
in the repository might be changed in the meantime, and by the time the user has
resolved all existing conflicts, new conflicts might appear.
But on the other hand, the strengths of many systems are that they provide
a sophisticated comparison-mechanism to detect changes in text-files, a well-tested
infrastructure with graphical tools for accessing the repository and a visual way to
previewing differences. But many of these features get lost as soon as working with
binary data, as can be seen in the figures 3 and 4.
So the strengths that should be built upon are the way comparisons are preformed, visual previews look like, and the whole process that is used in state-of-theart revision-control systems. The limitations that need to be overcome are that the
revision-control system needs to understand the Excel file-format and that Excel
can be used to interact with the revision-control system directly, so Excel becomes
12
13

Github: http://github.com
BitBucket: https://bitbucket.org/
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a part of the system. The goal is to speed up the resolving of conflicts, to avoid the
repeated appearing of new conflicts during the check-in.

Figure 3: Merge-Preview from TortoiseMerge with text-documents

Figure 4: Merge-Preview from TortoiseMerge with binary files
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2.2

Changes and Conflicts

When working with revision-control systems, different versions of a file are called
revisions. Between different revisions there are changes, which a system should be
able to detect. Therefore it is necessary in offline-revision-control systems, which
the Engineering Object Editor is, to not just keep the original file that was checked
out but also meta-information to allow a comparison between the original and the
current files.
The simplest method would be to create a copy of the file during check-out. The
first copy (or main copy) is the file the user can work with. It can be modified,
moved or deleted. The second copy (in this thesis called shadow copy) represents
the last known state of the repository. It must remain untouched and is used for
the comparison. So changes can be detected locally, by comparing the shadow copy
with the main copy. To protect the shadow copy from accidental modification, it
should be hidden from the user.
So usually there exist at least three copies of a file:
• The local main copy, which the user is working on.
• The local shadow copy, which represents the state of the repository during the
check-out.
• The remote copy, stored in the repository, which might be different from the
local file.
During the check-in, these three versions have to be compared, and depending
on the state of these files, the following situations can happen:
• All three files are identical. This means no change happened - nothing to do.
• The local copies are identical, but they are different from the remote version
in the repository. This means that someone else changed the file after the last
check-out. An update would be required to bring the local files to the latest
state.
• The local shadow copy and the remote copy in the repository are the same,
but the local current version is different. This means that there has been a
simple modification of the file. This changed file can now be committed to the
repository.
• All three files are different. This means that the local copy as well as the
remote copy was modified. Now we speak of a conflict, which usually has to
be resolved either manually, or with a sophisticated mechanism, before the
change can be committed to the repository.
There are still other cases that might occur, but usually only as a result of a
system-failure. For example, that the local copy and the remote copy are equal,
but the shadow copy is different. This could happen if the file was manually copied
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from the repository without the revision-control tool so the shadow copy was not
updated.
According to [Langer, 2004] there are two classes of conflicts: First, conflicts
that occur as a result of concurrent changes, called concurrent conflicts: if a file was
changed in the repository and locally at the same time. Second, conflicts that occur
if inconsistent data is entered or an integrity-constraint is violated. For example if
a value that was already deleted in the repository, was changed, this change would
be inconsistent. Or if a minimum-maximum integrity-constraint was defined and a
value outside of these boundaries was entered, this would be a constraint-violation
conflict. In the Engineering Object Editor the detection of integrity-conflicts is
desired, but has not yet been implemented.

2.3

CSV-Files

CSV-Files (Comma-Separated-Values) are often used for representing data from a
spreadsheet. They are simple text-files which have the following conventions for the
representation of data according to the [RFC 4180]:
• Every line represents one line of the table
• Every column in a line is separated by a specified character (a comma or a
semicolon).
• The first line often represents the headline of the data

Figure 5: Simple test-data containing supplier-information

The following represents the simple table from figure 5 in CSV-format.
Content A1;Content B1;;Content D1
;42;Content C2;Content D2
Depending on the implementation of the standard, it might happen that it also
looks like this:
"Content A1";"Content B1";;"Content D1"
;42;"Content C2";"Content D2"
Depending on the localisation, another separator-symbol might be used, either
a comma or a semicolon. And depending on the used software for creating the file,
text is put under quotes (OpenOffice, LibreOffice) or not (Microsoft Excel).
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The pros and contras of the CSV-representation are the following:
+ It is a very simple representation, which can be viewed and edited in every
table processing tool or even in a simple text-editor.
+ They can be created easily with almost every programme.
– There is no possibility of formatting the content
– Complex contents like graphics, formulas or special characters cannot be displayed.
– The usage of the separation-symbol as content might lead to problems if it is
misinterpreted as a separation-symbol instead of content.
– If the sheet is very large and sparsely populated, a lot of unnecessary separationsymbols are stored, instead of only saving the data and positions.

2.4

Integration with OpenEngSB

The Engineering Object Editor is not intended as a standalone tool, but a frontend-integration for Excel into the multi-engineering system called Open Engineering
Service Bus (OpenEngSB14 ), developed by members of the Christian Doppler Laboratory (CDL-Flex)15 . The OpenEngSB provides a platform for the integration of
various engineering tools and offers graphical work-flow design between software
tools. Such engineering tools could be planning tools for electrical engineers like
EPlan or in this case, Excel. But in contrast to other Enterprise Service Bus approaches, it is more flexible, because it can be adapted to software changes due to
its architecture, which is a domain-based integration model. This means that after
defining a domain (which is an interface in this context), several implementations of
this interface (namely different tools) can be registered at the OpenEngSB and be
called from a client. In comparison to simple programmes, the OpenEngSB has a
different level of abstraction: a whole domain. So for example if a domain with the
methods check-in and check-out is defined, no matter what revision-control system
is used behind the interface, the client can always call check-in and check-out.
From the EOEs point of view, the OpenEngSB can be seen as a quality-assured
database with logging, access restrictions and service infrastructure (see figure 6).
For connecting the OpenEngSB and the EOE, another essential part is required: the
.NET-Bridge. The .NET-Bridge handles the communication, and provides a native
.NET-library where the domain-specific methods can be called.
The long-term target is to write connectors for every specific tool, so every programme can be integrated directly into the Service Bus architecture. But in the
meantime, it is necessary to provide means for viewing and editing data from the
Service Bus, without all of these connectors available. Therefore the first way to
14
15

OpenEngSB: http://openengsb.org/
Developers of the OpenEngSB: http://openengsb.org/team-list.html
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manipulate the data is to use the existing web-platform to check them in and out.
Another tool for checking data in and out will be the Engineering Object Editor.
According to the classification in section 2.1, the Engineering Object Editor is
a centralised offline tool, like SVN. The OpenEngSB acts as repository and the
EOE is the tool for accessing it. Since the EOE supports different tools, specific
configurations for each tool, called domain configurations, are required. Currently
these are stored hard-coded in the programme, but at long sight these configurations
should be loaded dynamically during check-out.

Figure 6: Integration of the Engineering Object Editor into the OpenEngSB-infrastructure
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3

Research issues

In distributed engineering projects, engineering artefacts (especially spreadsheets)
are frequently used for the collaborative work. These artefacts are often generated
from a quality-assured database and need to be reintegrated back into it after changing them. This process traditionally requires several manual steps and is therefore
time-consuming and error-prone.
To improve this process of reintegrating changed spreadsheets, a semi-automated
process is proposed that helps the user reviewing changes and resolving conflicts and
integrates well into the work-flow by providing tool-support directly in Excel.
In order to investigate the feasibility and applicability of the proposed process,
following research issues are derived.
RI-1: Complexity of engineering artefacts and their changes
Identify the sources of complexity and how they affect the handling of engineering
artefacts.
RI-2: Analysis of the traditional change-management process.
Analyse the traditional change-management process regarding the reintegration of
changed spreadsheets into an integrated engineering database and improvement opportunities. What are the existing types of defects and risks that hinder efficient
collaboration with external participants?
RI-3: A proposal for an improved change-management process.
What are the required process steps and how do they need to be adapted? What
is the effort for reintegrating changed spreadsheets and how can it be performed
efficiently? How to avoid defects and mitigate risks and how to assure quality
effectively and efficiently?
RI-4: Tool-support for the improved change-management process.
What software architecture is required to integrate a tool into Excel? How can
a new tool be integrated into already existing engineering tools and work-flows?
Investigate the usability by discussing the strengths and limitations.

3.1

Research method

The research method for this thesis started with conducting extensive literature
review. Existing version management concepts, the complexity of revision-controlartefacts and tool supports were investigated as well as a way of performing offline revision-control and merging changes into the current versions of an existing
database.
Following this, typical use-cases, requirements and test data were collected to get
an impression of how the traditional process works and to identify the limitations,
defects and risks. Based on this knowledge an improved change-management process was designed, developed, and implemented in the Engineering Object Editor.
Furthermore, it has been investigated and evaluated by carrying out a feasibility
and usability study.
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4

Use-Case

In the following chapter, the test data and three typical use-cases that cover the full
scope of this work are described in detail. The use-case descriptions contain detailed
information about the context and the issues which occur.

4.1

Test data

The test data used for the development of the Engineering Object Editor were
provided by the industry partners of the CDL. The documents usually were in
a CSV-format, but some were also Excel-spreadsheets. The complexity of these
documents is described in the chapter 7.2.
The figure 7 shows a simple real-world example from an industry partner with
supplier-information. The sheet contains one line with header-elements and content
below. It also contains empty cells, a unique identifying field (the address) and cells
that start with an equal sign, which Excel would automatically treat as an (invalid
in this case) formula if not specially handled.

Figure 7: Simple test-data containing supplier-information

4.2

Use-Case 1 - Change Analysis

In large-scale engineering projects (like building a power-plant) cooperating with
external participants is required, because they bring valuable input. But often
those external participants do not have the possibility of working directly on the
internal database. Therefore spreadsheets are generated and handed to them. These
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spreadsheets are changed and need to be reintegrated into the engineering database,
which requires a lot of human and semi-automated process steps. The first step is
to track down all changes that were performed to the spreadsheet.
If this change analysis it is done manually, it bears the risk of missing a change,
especially if the document is large and many changes occurred. Therefore this step
should be automated.
If this use-case is performed with the Engineering Object Editor the result could
look like figure 8. Changed cells are high-lighted with a yellow background-colour
and the list on the right side provides a summary of all changes.

Figure 8: Change analysis of a modified spreadsheet with the Engineering Object Editor

4.3

Use-Case 2 - Conflict Analysis and Resolution

The second use-case builds on the first use-case and adds another component that
is important: conflict analysis. When working with replicated, distributed spreadsheets, concurrent modifications to the same cell in different copies of the same
sheet are possible and lead to conflicts. These conflicts need to be detected and
afterwards resolved manually. In the context of engineering projects, conflicts occur
during the check-in when the changed document is compared to the current data in
the repository, since the data in the repository might have changed as well.
The problems of the conflict analysis are beside missing a conflict especially that
additional information about the conflict is required to resolve it efficiently, like who
is involved. So this step needs automation as well as extra support for the resolution
of conflicts.
If this use-case is done with the Engineering Object Editor the result could look
like figure 9. Conflicting cells are high-lighted with a red background-colour and
when moving the mouse over a cell, additional information appear regarding the
changes and who did the changes. The user can quickly decide between the old
value, the new value or the value from the repository by selecting the appropriate
value from a drop-down list.
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Figure 9: Conflict analysis between a modified spreadsheet and a simulated repository
with the EOE

4.4

Use-Case 3 - Integrated Change-Management Process

The first two use-cases are used to track down changes and conflicts, but to implement a whole change-management process it takes some final steps, included in
the third use-case, which is the most complex of the three. Since the data originate
from an integrated database, the changes performed to the spreadsheet need to be
transferred back into it. But not all changes should be written to the database immediately and conflicts need to be resolved before they can be committed. So either
the complete sheet is written to database, overwriting any previous data, or only
selected changes are transferred (by hand). Still, a commit should only be possible
if all conflicts are resolved and forbidden otherwise.
The third use-case comprises the whole change-management process, including
the (partial) commit of the changed data into the repository. In the context of a
large-scale engineering project, the data are usually committed into a quality assured
database with special import-tools. The greatest source of defects is the manual resolving of conflicts without support information. This lack of information makes the
resolving to an extensive task, because it is required to contact all involved persons
for clarification. When this takes too long, by the time all conflicts are resolved,
new conflicts occurred due to new changes in the database and the procedure starts
all over again.
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5

Solution Approach

In this chapter, the improved change-management process that has been implemented as well as the states a worksheet can go through from the revision-controls
perspective are explained in detail. Then the programmability of Excel, and how
the existing features can be used to practically realise the process follows. Last, the
most important parts from the implementation of the Engineering Object Editor
are described, to give an idea how an implementation could look like.

5.1

The New Change-Management Process

As mentioned earlier, a new change-management process was developed to improve
the process of reintegrating changed spreadsheets into a repository. The new process
contains a more complex solution, because new process-steps were introduced or
existing ones modified, but it offers improvements for engineers and customers. Since
most of the steps in the improved process are either invisible to the user or semiautomated, a much faster resolution of conflicts is possible and the probability of
new conflicts that occur during the resolution of old conflicts becomes very low.
Furthermore, the whole process can be controlled from a single tool - Excel - which
is well-known to most of the users and allows them to access new features in a
familiar environment causing the inhibition threshold to drop.
The activity-diagram in figure 10 gives an overview on the new process.

Figure 10: The new change-management process for using the Engineering Object Editor
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The process consists of the following nine steps:
1. Check-out or reporting: this step describes the export of existing data into
an Excel spreadsheet or into a CSV-file which can be loaded into a spreadsheet.
This data, also called reports, can be of different complexity and from different
domains, which means that the data could describe electrical signals but also
software signals or anything else. Usually the term Engineering Object is
used, which is a more general term for a signal. This process step was slightly
modified in comparison to the old process, and required meta-information
about the domain is checked out too.
2. Preparation: the preparation of the spreadsheet, which was completely added
in the new process. In order to recognise changes, additional information is
required, e.g. which data should be observed, which parts can be ignored and
how is the mapping done between the Engineering Objects (which are the basic entity of the OpenEngSB) and the cells (which are the basic entity of an
Excel spreadsheet). All this meta-information needs to be appended to the
spreadsheet for later use. Furthermore a complete copy of the original data
- in this thesis called shadow copy - is created and invisibly attached, so it
cannot be deleted or modified accidentally.
3. Hand-over: when all preparations are completed, the worksheet can be
handed to the customer who now modifies the document as he wants. He is
allowed to perform any action as long as the meta-information and the shadow
copy are not corrupted. That means, if the customer exports the data from
the prepared Excel spreadsheet to a CSV-file and loads them again into a new
spreadsheet or edits the file with another programme than Excel, all metainformation will be irreversibly lost and the document cannot be checked-in
any more. Apart from these restrictions, this step remains unchanged.
4. Validation: after the customer finishes modifying the document, it is returned
to the engineer. But before analysing the changes, the document needs to be
validated, in order to make sure that the version-information is still present
and valid. This step is automatically done when the file is opened and is only
included in the new process.
5. Change-analysis: if the meta-information is still present, a comparison between the shadow-copy and the current sheet can be performed to figure out
what has changed before doing a check-in. This step has been introduced to
allow the engineer - or even the customer, if he uses the EOE - to track down
changes in advance and is described in chapter 5.5 in detail.
6. Check-in: the current data from the repository, which might have changed
since the original document was checked-out, needs to be loaded for the next
step.
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7. Conflict analysis: a three-way-merge between the shadow-copy, the current
sheet and the data from the repository - is performed. If an engineering object
was changed both in the repository and in the current sheet, this leads to a
conflict which needs to be resolved manually in the next step. Step 7 can be
compared to step 4 of the old process, with the difference that it runs directly
in Excel, while previously an additional programme was used.
8. Conflict resolution and change review: It is the only part where human
interaction is indispensable. An engineer who is responsible for the changes
and capable of deciding how to resolve a conflict needs to work through the list
of modifications and acknowledge them. This step was modified and received
massive computer-support with the Engineering Object Editor to assist the
engineer at the resolution of conflicts and review of changes.
9. Commit: When the review is completed and all conflicts resolved, the changed
data can be committed to the repository, either directly from Excel, or with
an intermediate step of a CSV-file that gets uploaded to the web-interface. If
new conflicts occur as a result of changes in the repository that have happened
while resolving the existing conflicts, it is necessary to go back to step 6. If
not, the data can be written into the repository and the process ends.
The change-management process can be grouped into three main phases:
1. Preparation phase: during these steps the document gets checked-out from
the repository and required information is collected and generated. The sheet
that was checked-out is now prepared and it can be used for work. This phase
includes steps 1 and 2.
2. Working phase: the document gets changed, as well as the original data in
the repository (step 3). During this time the document is in the hand of the
customer.
3. Resolving phase: after a while the external document is returned and should
be reintegrated into the repository. Here all changes need to be reviewed and
all conflicts resolved. Finally the changes can be written into the repository.
This phase includes the steps 4 through 9.
5.1.1

Revision-Control States

During the process, the sheet goes through multiple stages and can have various
states, which are displayed in the state-machine in figure 11.
When starting Excel every sheet is in the state Pre-Checked-Out, which means
that the sheet is currently not under revision-control. The only possible transition
from this state is by performing a Check-Out. During this transition additional
information is appended to the sheet. The transition includes the steps 1 and 2
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Figure 11: States-machine of an Excel worksheet under revision-control with the Engineering Object Editor

from the process in figure 10. When the sheet is in the state Checked-Out it is ready
to receive modifications from the customer (which corresponds to the step 3).
After changing the document, the sheet can move on to the state Analysing
Changes by calling Show Changes (steps 4 and 5). During this state the locally performed changes are visualised and can be accepted. From here, the state Analysing
Conflicts can be reached by performing a Check-In, which will fetch the data from
the repository and merge them into the local file (steps 6 and 7). Now the final step
is to review the changes and when finished, to Commit the changes, which will update the data in the repository and set the document back to the Checked-Out-state
(steps 8 and 9).
While these transitions represent the usual work-flow, the following actions can
be taken from almost any state: Stop Revision-Control will stop the complete process, deletes any revision-control information and puts the sheet back to the initial
Pre-Checked-Out-state. Likewise the Revert Changes will undo any changes performed to the sheet since the check-out and restore the data from the shadow-copy.
It also sets the document back to the Checked-Out-state. Similar, the check-in can
be reverted, which restores the state before the merge.

5.2

Implementation Challenges

One challenge for a practical implementation is definitely the fact that the customer
should be able to perform changes without bigger restrictions in the way he works,
while still keeping the possibility to track down changes. This means that the whole
process should work, even if the customer does not use the EOE, and changes are
not tracked live. As a result a more sophisticated approach is required to detect
changes, for example like SVN does it: A complete copy is created during check-out,
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and to analyse the changes between the current (modified) file and the original, they
are compared (for example line by line). The most complex challenge is that users
should be able to rearrange the data, like sorting them according to a desired criteria,
and the system should still be able to distinguish between moved and changed lines.
Another challenge is that it should not be possible to accidentally delete the
revision-control information. So the built-in tracking mechanism of Excel cannot be
used, because it is too easy to stop and interrupt the revision-control or delete the
history, which is not in the interest of the user.
Apart from all functional requirements, stability is a substantial non-functional
requirement. As the Add-In might be instable or have undetected bugs, which occur
in an unfortunate moment, the whole Excel application could crash, resulting in a
potential data loss. This can be avoided with an extensive exception-handling mechanism that catches occurring exceptions and puts them in a list for later inspection.

5.3

Programming Microsoft Excel

Microsoft has been offering possibilities to program Excel already for a long time.
Still the most common way is to use so-called macros, which are written in Visual
Basic and can operate directly with the Excel-document. To create macros, actions
can even be recorded and replayed later16 .
But there is also another way to program Excel, by using the COM-interface
(Component Object Model). Microsoft ships the Microsoft Excel 14.0 Object Library (also known as Interop Library) with Visual Studio 2010, which allows the
programmer to access almost any object within Excel, starting with cells up to the
whole application. This library can be used to write native .NET code in C# or
Visual Basic. The corresponding libraries are also available for other office applications like Word or Outlook. When using the Interop Library the programmer
gains access to the data-model Excel uses, which holds a reference to the running
application but also allows starting a new instance of Excel. One application can
open multiple documents, called workbooks; each workbook represents one file on
the file-system. And one workbook may contain multiple worksheets. To access the
data of the worksheet the Range17 -object can be used, which provides all means to
interact with a spreadsheet-cell. It is a very flexible and powerful concept, because
a range can represent everything from a single cell to a row, a column or a set of
cells. To avoid the direct work with the Range-object, which is not always handy
because the types are dynamically resolved at run-time and the exceptions thrown
are not very insightful, wrapper methods are used.
Additionally the Visual Studio Tools for Office Runtime (short VSTO) is another
free-of-charge library from Microsoft which helps .NET-developers to create Add-Ins
and other controls for various office applications, such as Excel, Word, Outlook or
16

Introduction to macros: http://office.microsoft.com/en-us/excel-help/about-macros-in-excelHP005201201.aspx
17
Range-Members: http://msdn.microsoft.com/en-us/library/
microsoft.office.interop.excel.range members.aspx
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PowerPoint.
The VSTO18 provides two major templates for developing office-applications:
• document-level customisations. These are special documents, which have code
in them. No other file will be affected, because the code is associated with this
special file. For Excel, they are called Excel-Workbooks.
• application-level add-ins. These are application-wide programmes that can
work with multiple documents, and that for example offers an additional ribbon. For Excel, these are called Excel Add-Ins and are associated with the
application.
Another possibility would be to access the spreadsheet directly without running
Excel. Microsoft provides an Open XML SDK for reading and writing xlsx-files, or
it is even possible to unzip the file manually and parse the XML-content. But for
our purpose the Add-In seems to be perfect, because it can operate with different
files simultaneously.

5.4

Revision-Control for Excel

An implementation of a revision-control system for Microsoft Excel was realised as an
Add-In which runs application-wide and adds the required functionality. This AddIn states the interface between the working document and the underlying repository.
The first step is to find a way how changes could be recorded. A possible approach is
to append invisible meta-information to the document, which allows to reconstruct
the original state at any moment and to detect what was changed. The easiest way
to achieve this is by creating a 1:1-copy. This copy of the original data is called
shadow-copy.
The simplest way to create a shadow-copy would be to duplicate every worksheet
in Excel and hide it, to make sure the user does not mix up the two sheets. But
this is not recommended, because one the one hand, only information that can be
written to the worksheet can be stored, and on the other hand, it can easily be
unhidden and deleted by the user (even if not intentional), which would corrupt the
revision-control process.
5.4.1

The Shadow Copy and Custom-Properties

A much better alternative would be to use the so called Custom-Properties, which
Excel sheets offer. These properties provide additional storage directly in the worksheet, which can be used to save, change and read arbitrary numbers and strings.
These Custom-Properties are hidden from the user and permanently stick to the
worksheet (they are packed inside the file). It is not possible to directly store any
C#-object in them, but at least strings can be saved. This means that as long as
18

VSTO 2010: http://www.microsoft.com/download/en/details.aspx?id=20479
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the object that should be appended to the sheet is serialisable19 into a string, it
can be converted and stored as string, as shown in figure 12. XML-Marshalling is
preferred, because machines and humans can read it.

Figure 12: Marshalling and Unmarshalling of a serialisable object to an XML-document.

This approach allows the document to be edited by someone who is not running
the Engineering Object Editor without losing the ability to track the changes, as
long as the appended data in the Custom-Properties are not deleted. It further
enables the attachment of any additional information, for example the current state
of the changes (which modifications are already acknowledged and which are not).
Custom-Properties are also used in the demo-version to append a signature that
restricts the programme to only working with signed documents.
The only two disadvantages of the Custom-Properties are that additional effort
is required to read and write them and as soon as the class of an object that is
attached to a document gets changed (e.g. a new field is added), all files that
contain the old version will possibly become invalid and cannot be deserialised with
the new programme anymore. This means that by changing the serialised class all
previously created sheets might become useless.
5.4.2

The Control-Ribbon

For using the Revision-Control directly in Excel a new ribbon was created and added
to Excel, as it can be seen in the figure 13.

Figure 13: Control Elements for Revision-Control in an Excel-Ribbon

The left-most part is used for the basic revision-control operations. Check-Out
performs a check-out from the current file, or from a specified file with a selected
19

Serialisable means, that the complete object can be transformed into a sequential data-stream,
for example into a string. The process of transforming an object to a representation that is suitable
for storage, is called Marshalling. The reconstruction of the original object is called Unmarshalling.
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configuration. This configuration is required to display the data correctly and ignore
irrelevant information which is not mapped to the data stored in the repository. The
Check-In includes three steps and therefore three control-elements were placed in
the ribbon which have to be used in the following order:
• Show Changes analyses the changes locally performed to the sheet.
• Check-In fetches the information from the repository, which might have changed
in the meantime and merges them into the current sheet (which possibly leads
to conflicts).
• Commit pushes the final reviewed sheet back to the repository and overwrites
the specified values in the repository. Note that a commit is only possible if all
conflicts are resolved and depending on the current state only certain controls
are enabled.
• The Stop Version-Control -button stops the complete process and removes the
shadow-copy from the document. This is an action that cannot be reverted,
except if the document is not saved.
• In contrast, the Revert Changes-button does not stop the revision-control process but only restores an earlier state. This action also cannot be undone.
The middle button-group is used for helping the user during the review of the
changes.
• The Show Sidebar -button toggles the sidebar in Excel, which gives an overview
of the changes that occurred, and where the user can accept the changes. There
are two possible ways the sidebar can show the changes. The first is a detailed
list of all cells, exactly describing the change of each cell (old and new values
and the operation). The second is a summary per line.
• The Switch View -button switches the sidebar between these two types.
• The Cleanup Sheet action removes either just the formatting (colour, validations, notes) or the whole content from the sheet.
• The buttons with the loupe allows hiding unchanged rows or columns with a
single click. This can help the engineer to focus on the changes. To restore
them, the button Show all cells can be used to show all columns and rows
from the document again. It should be noted that this button really shows all
cells, even those that were previously hidden by someone else.
Finally the debugging-group on the right-hand side can be used to show the
shadow-copy and eventually occurred exceptions that were caused by the EOE and
caught to prevent a crash of the whole application. It also displays the current state
of the document (e.g. Pre-Checked-Out). The last button Configuration is intended
to allow user-specific configurations, but is currently not implemented.
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5.5

Change detection in Excel

The detection of changes is a central problem when realising a revision-controlprogramme. As explained earlier, this can be achieved by creating the shadow copy
during check-out and comparing the current data with the shadow copy. But the
big question is: How to do it?
When people work with Excel they frequently use features like sorting rows,
swapping columns, or copying blocks of data. So a revision-control system has to
get along with such operations. The simplest way of handling this would be to forbid
it, which would dramatically limit the usability of Excel and is not desirable.
The first idea could be to compare cells which are in the same position. But if
the change-analysis would only compare two cells which are in the absolute same
location, the deletion of a line would potentially cause thousands of changes which
are neither required nor useful and even false, because only one line was changed
and the rest was only rearranged. Therefore it makes sense to put some effort in
avoiding these effects, for example by tagging cells or entire lines with a unique
identifier, which sticks to them even if rearranged. This way cells can be matched
even if they are in different positions.
5.5.1

First concept with the Range-objects ID-field

Since the basic element of the Engineering Object Editor is a signal which can be
represented as a line in the worksheet, it is obvious that the basic entity should be
a single row. Engineering objects also have a globally unique identifier, or short
GUID20 (also called universally unique identifier, short UUID, as specified in the
[RFC 4122]) when they are checked out from the repository. So it would make sense
to store this GUID in the cells where the object is placed (i.e. in the sheet). Now if
a row is moved because another one was deleted or added, this ID would still stick
to the corresponding line. Same if a sorting is applied. The first concept was to use
the ID field of the Range-object, which can be used for this purpose (even if the
indented purpose was a different one).
But this approach has its limitations too. What about users who copy and paste
blocks? The ID of each cell would be duplicated as well, which makes the matching
much more difficult, because the IDs in the sheet are no longer unique. Fortunately
this can be solved by re-tagging duplicates with new IDs. In order to perform a
simple ID-comparison, the following conditions have to be assured:
• each cell in a row has the same ID and
• every row has a unique ID.
This can be achieved by correcting the IDs of a sheet before comparing them.
Still, there are some important issues to look at: an added row must get a new ID,
so a random-generator can be used to generate a fresh unique identifier. And which
line should be re-tagged, if a duplicate was detected? The following observation can
20

The GUID is the Microsoft implementation of the UUID-standard RFC 4122.
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help here: usually if a block is copied to create new data, a lot of things in the new
block are changed, but hardly anything in the original cells. So the line that has
fewer differences to the original one should be preferred and the other one should
get a new ID, as demonstrated in the figure 14.

Figure 14: A typical scenario of a changed sheet. Some lines are equal or changed, some
were added and some were copied and changed.

In figure 14, the first line is unchanged, and can be identified by the ID 1 with the
original first line of the shadow copy (even if it potentially was moved). The second
line can be matched via the IDs, but has slightly changed (the e is now an x). The
third line was added freshly and therefore has no ID yet. This case is easy, because
a new ID can be generated which identifies this new line (e.g. ID=3). The last line
in the current sheet was copied and edited so the ID 1 was split up to two lines, so
either line 1 or line 4 needs a new ID assigned. Now the knowledge from above can
be used to resolve this efficiently by comparing every line from the current sheet
that has the same ID with the original line from the shadow copy. This comparison
would show that line one has no differences so it is most likely to be the original one
and that line four has two differences, so it should get a new ID (e.g. 4).
Unfortunately the ID field has a fatal limitation: it is not permanently persisted
with the worksheet! This means that as long as the file is open, the IDs exist, and as
soon as the file gets closed they are dropped, which makes this field and the complete
concept useless. Since there is no other field that could be used for substitution, a
different approach is required.
5.5.2

The change-detection algorithm

The implemented algorithm in the Engineering Object Editor still uses the ID field,
but only temporarily during the comparison. The ID is not required to be stored
because the real comparison is now based only on the values. For each line in the
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current sheet and in the shadow copy a hash-value21 is calculated, that represents
the line in a more compact form. Now if two hash-values are exactly the same,
this is a match and the ID from the shadow copy can be assigned to the respective
cells. After working through all unchanged lines (whether they are still in the same
position or not) there are a couple of unmatched lines in the current sheet and in the
shadow copy. To figure out which is the best match, the rows ”battle” against each
other. This means that all unmatched lines from the current sheet are compared
with all unmatched lines from the shadow copy. The result is a list of differences
that can be sorted descending to the fewest changes. Now one ”winner” after the
other is determined by taking the first element and removing it from the list as well
as all other combinations where the lines from this winner occurred. This can be
repeated until no more winners can be found, then either we are done, or one sheet
has more lines than the other one.

Figure 15: A typical scenario of a changed sheet. Some lines are equal, some were added
or changed.

The figure 15 visualises the algorithm in a simplified way. The first line has the
same hash-value and can therefore be matched exactly. The rest remains unmatched
and needs to battle. From all battle-outcomes, the one which compared the second
rows will be the first winner, because the number of differences is only one. The
third and the fourth line of the current sheet remain. The third line is less bad (only
three differences) than the fourth line (four differences) and will be matched next.
This shows a fundamental behaviour of this battle: It will search for modifications at
any cost. Even if line three was deleted and something completely new was added,
the algorithm tries to explain the data with modifications. Only the last line from
the current sheet is recognised as added, because there was no partner found.
The problem with this approach is that the calculation of the hash-values and
the comparison - especially the ”battle” - is much more time-consuming than sim21

A hash-value is a digital fingerprint of a fixed length, which is used to calculate a check-sum
that can be compared easily.
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ply comparing the IDs. Imagine that n lines in the current sheet and m lines in
the shadow copy cannot be matched by their hash. The battle would create n*m
outcomes which have to be sorted and iterated multiple times. So for really huge
data-sets (more than 3000 lines) a better way needs to be found to increase the
performance or at least a loading bar needs to be shown to the user while he waits
for the result.

5.6

Change visualisation in Excel

If all the changes were detected successfully a simple way of visualising them is required. It is essential, that the visualisation states clearly what has happened, where
it has happened and what the involved values are, including information about who
has changed it. The following simple colour-code was used in the interface to help
the engineer focusing on the relevant parts: Yellow marked cells were changed, red
marked cells are in a conflicting state and green cells are acknowledged or resolved.

Figure 16: Visual representation of changes and conflicts

As it can be seen in the screenshot in figure 16, a change is visualised in multiple
ways. First the corresponding cell gets a yellow background-colour, if it was changed
(added, deleted or modified) or a red one if it is in a conflicting state. When clicking
on a cell a small box appears beside it that contains additional information about
what was the old value, what the new value and for conflicts: what is the value from
the repository. In contains also information about the change date and who modified
it. Secondly, each cell that was modified has a drop-down-list of values that this cell
can hold. This helps when resolving conflicts to only decide between the value of
the repository, the local value or the old value. The third information-visualisation
happens in the controls on the right-hand side, where a list of changed cells can be
found that includes detailed information about the operation, and what the old and
new values are. By clicking on an entry in the list, the focus is automatically set to
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the corresponding cell in the worksheet and a change can be accepted by checking
the small check-box (column OK) which will cause the cell to turn green.
If a lot of changes occurred, the list might get too long, so the following summary
in figure 17 might be preferable since it shows only one entry per line at maximum.
Here a whole line can be accepted with a single click in the small check-box (column
OK). Depending on the needs, the user can switch between these two views. It
should be noted that completely deleted lines get a special treatment, since it is
hard to visualise something that is not there. Completely deleted lines are added
again during the review of the changes and disappear automatically as soon as the
complete deletion is acknowledged.

Figure 17: Summary-visualisation of changes and conflicts

5.6.1

Locking cells in Excel

Sometimes it is desired that certain fields cannot be edited by the user. Excel offers
the possibility of locking a whole worksheet, single cells or the structure. Similar
restrictions are so-called validations, which are discussed below. By default all cells
from a worksheet are marked as locked. This does not mean that they cannot be
edited, but simply that the locking-flag is set. The protection becomes active as soon
as the worksheet gets protected. Now all cells that are marked as locked will become
immutable. To prevent the user from simply disabling the protection a password
can be set that is required to remove the protection from the worksheet. Since this
password would hinder the Engineering Object Editor to work as intended it should
be avoided.
5.6.2

Validating cells in Excel

Another feature Excel offers are validations. The difference between validations and
the locking of cells is that the value of a cell that contains a validation can still
be changed but only in a restricted way. Validations can be used to limit a cell
to predefined values which can be selected from a drop-down-list (see figure 18).
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The use of other values can be forbidden if desired. A validation can be classified
according to the following characteristics:
• The data-type
– Any value
– Numeric values (decimal or integers)
– Date or time
– Lists of predefined values (e.g.”Value A”, ”Value B”, ”Value C”)
• An optional input-message, which is displayed when the cell receives the focus
• The grade of restriction
– Strict: only the predefined values are allowed and if something different
is entered an exception-message is shown and the value is not accepted.
– Cautious: only predefined values are allowed and if something different
is entered a warning gets displayed where the user can explicitly dismiss
the validation and keep his value.
– Freely: all values are accepted, but if they are outside the specified range,
an information will be displayed.

Figure 18: A cell-validation with a personalised input-message and a drop-down-list.

Figure 19: Displayed warning if a value outside of the predefined range was entered.

Both the input validation and the input-message are used from the Engineering
Object Editor to restrict the input and to show additional information to the user.
Currently the restriction-grade is set to cautious because the user should decide on
the value before starting a check-in. During the check-in the data should only be
reviewed. Anyway, other values are allowed, but the user has to accept a warning.
The screenshot in figure 19 shows the cautious restriction, which allows to continue
even if a value outside of the specified range was entered.
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5.7

Document structure and Data Mappings

A document that should be managed with the Engineering Object Editor requires
some additional information. The three following components are more or less independent, but go together to fully describe the sheet.
5.7.1

Data

The data is the main component. It can be in saved in different formats, either as
CSV or any format which can be opened with Excel. The only thing important to
notice here is that the input-data may be in any format before the check-out, but
after the check-out it is necessary that the document is saved in an Excel-format
(either xls or xlsx), because other formats do not support Custom-Properties.
If the data were checked out directly from the OpenEngSB, their format is neither
a spreadsheet nor a CSV file, but a list of signals. Since the basic data-type of a
spreadsheet is a cell, these signals have to be mapped from a list of signals to a list
of cells. Therefore the third part, the data-mapping is required.
5.7.2

Sheet description

The sheet description includes information for a specified range (cells, columns or
rows), according to the following criteria:
• should it be observed or not. Changes to not observed ranges are not recognised.
• is the range expandable, meaning that new lines could be added or existing
lines can be deleted.
• is the range concealable, so unchanged lines and column can be hidden during
the check-in. If not, they must be permanently visible, like a head-line.
5.7.3

Data Mapping

The third component is the most important part for the communication between
the OpenEngSB and the Add-In. It describes which data are headlines and which
are payload, and especially which column corresponds to a specific signal-attribute.
Here is an example to demonstrate the three components mentioned above:
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Figure 20: Simple demonstration table

For the table in figure 20 the following could be specified:
• The data is the present texts, images and formatting
– Cell[Row=1,Column=1,Value=”Creation Date: 28.03.2011”]
– Cell[Row=1,Column=2,Value=”Sheet title: Demonstationsheet”]
– ...
– Cell[Row=5,Column=4,Value=”Main motor for controlling the gateway”]
• The sheet description would be
– Row 1: Not observed, not expandable, concealable
– Row 2: Not observed, not expandable, not concealable
– Rows 3-5: Observed, expandable, concealable
• And the mapping would be
– Identifier: motorlist 16-5
– Header: Row 2, Columns 1-4 (ID, Element, Voltage (V) and Description)
– Signals: Row 3-5, Columns 1-4
So this sheet would have three sheet descriptions, declaring the sections of this sheet
and one data mapping. For representing complex reports, multiple sheet descriptions
and data mappings need to be defined.
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6

Evaluation

In this chapter, the evaluation concepts are described, which include a feasibility
and a usability study.

6.1

Feasibility study

A simplified feasibility study was done together with members of the CDL and industry partners of the CDL. Several industry partners currently have difficulties
with reintegrating changed spreadsheets into a quality-assured repository. Related
works and existing tools were analysed, but currently there is no satisfying solution, because no tool supports an integrated change-management process. From
the traditional process and the requirements of the industry partners, new concepts
were derived and an improved change-management process was developed and implemented in an experimental prototype, the Engineering Object Editor. During
the development, the industry partners were frequently contacted and feedback was
requested regarding the development of the prototype and new features. Their main
concerns were the usability of the tool and the stability. They suggested the highlighting of changes directly in the cells and how the EOE can be integrated into
existing environments.

6.2

Usability study

The usability of the Engineering Object Editor was tested by letting four people test
it independently. They were asked to work through a list of tasks which included
recognising changes and conflicts and afterwards transferring them into another file.
The target of the usability study was to compare how people do when working
without computer-assistance (they were told to find the differences between two
spreadsheets in Excel and high-light changed cells by hand), when working with
the traditionally used tools (e.g. COMOS) and when working with the Engineering Object Editor and the improved change-management process. Especially the
comparison between the traditionally used tools and the EOE would have been interesting. But since the resources for letting experts test and compare the traditional
process with the EOE-supported one were not available, the study was done by only
comparing the results of the new process with the results from working without
computer-assistance. The metrics for the comparison were the number of changes
found, the number of conflicts found and the required time.
6.2.1

Test setting

The testers received a short introduction into the process and how to use the EOE
and then worked through the three use-cases described in the chapter 4, first without computer-assistance and then with the EOE. The test-persons had different
backgrounds from technically versed to simple computer users. They tested the in-
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stallation, the process and the prototype and provided valuable feedback on how to
improve the process and the prototype.
The test-documents were plain CSV-files with 100 lines, 5 columns, 15 changes
and 2 conflicts. The tasks were to find all changes and conflicts, review them and
write them back into a target file.
6.2.2

Results

The feedback from the users who tested the Engineering Object Editor was very
positive. The advantages were clear to them, the interface simple and easy to understand and overall they were excited about the possibilities it offers. The only
really negative feedback was the fact that a simple undo was no longer possible
when the EOE accessed Excel, because the possibility of reverting the last step
gives the user a feeling of safety.
The detailed results from the four testers were that it took them 20 minutes
on the average to finish without computer-assistance and less than 2 minutes to
finish when using the EOE. None of the testers completed the test-scenario without
computer-assistance correctly. Only one of four found at least one conflict and on the
average only about 40% of all changes were correctly recognised. In contrast, 100%
of the changes and conflicts were found with the EOE. This result states clearly that
it is very hard to compare two spreadsheets without computer-assistance.
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7

Discussion

In this chapter, the strengths and limitations of this approach and the implementation of the Engineering Object Editor is discussed. But first, the distinction between
this approach and related work will be illustrated.

7.1

Differences to related work

As there is a wide range of revision-control systems available, it is legitimate to ask
whether another system is required. And the answer is yes, because the present
systems like GIT or SVN do not offer support for the very specific application
Microsoft Excel. There are approaches to perform better merge-previews [Kung,
Onken and Large. TortoiseMerge, Weblink], as done in the TortoiseMerge tool by
the Tortoise developers, but the way changed documents which are not simple textfiles are saved is still very limited, because these systems are built in a general way
to support all kind of file-types, not just spreadsheets.
In contrast the Engineering Object Editor only focuses on a single type of documents, Microsoft Excel spreadsheets. This allows making use of the characteristics
of a spreadsheet and the functionality of Excel. For example the possibility of saving
data in the custom-properties or the fact that documents usually have blocks of data
with a header. Or the knowledge that data is stored from the top to the bottom,
line by line, usually in a rectangular box. All this information can be used to build
an Add-In that efficiently recognises changes, provides an easy-to-use interface and
helps the user to focus on relevant parts.
In comparison to other tools like COMOS, the Engineering Object Editor offers an integrated change-management process and a direct integration into Excel
that allows performing all required steps in a single tool. Additionally the user is
supported at the resolution of conflicts and the needed time to check-in a changed
spreadsheet can be dramatically reduced by avoiding unnecessary ”Check-In - Conflict Analysis - Conflict Resolution - Commit”- loops because if the time for resolving
conflicts can be reduced, the probability for new conflicts is lowered too.

7.2

Complexity of engineering artefacts and their changes

In this work, the focus lies on spreadsheets, especially on Microsoft Excel documents
and other file-formats for saving tabular data, like CSV-files. Spreadsheets can
be used for a variety of tabular data, from simple lists to complex reports. The
simplest files can be represented as CSV-files. This means the worksheet has only
one data-block, one line with headers and a number of data-lines below. These kind
of spreadsheets will be addressed as simple reports. Figure 21 shows a schematic
example of a simple report.
As soon as there are multiple data-blocks with an inner hierarchy, it becomes
harder to store them efficiently in a CSV-file, because a lot of spare separationsymbols need to be stored. Or if the header-elements are different between the
data-blocks, it is recommended to use an Excel-workbook and divide the data into
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Figure 21: An example for a simple report

multiple worksheets to keep them well-arranged. These kind of files will be referred
to as medium reports. Figure 22 contains a medium report showing the same data
as in the simple report in figure 21, but with an inner hierarchy.

Figure 22: An example for a medium report

Finally Excel-Spreadsheets can be used to generate complex structures and extensive formatting. These sheets contain many data-blocks and a lot of information
that can simply be ignored. A schematic example is given in figure 23.
In this complex report there are multiple data-blocks with different structures,
lines that can be ignored like the first one, and multiple headlines (in the second
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Figure 23: An example for a complex report

block, only the grey-shaded headline is of interest). A flexible way of dealing with
these report-types is described in the section 5.7.
The screenshot in figure 24 is a real example of a complex report, provided by
an industry partner. It shows a complex structure with a meta-information section
at the top, including facts about the sheet as well as a legend and multiple headerrows. But not just multiple header-rows but also multiple data-blocks and joined
cells in the middle of the data, which need to be treated in a special way. A deeper
knowledge about the structure is required to handle it correctly.
Changes that happen to simple reports are usually easy to handle. If a line was
modified, added or deleted, it can be simply recognised by comparing the old lines
with the current ones. But with complex reports, the correct assignment of added
or deleted lines in the middle of the structured data to the correct data-block is
much harder, because not each line can be treated equally. In the example below,
an added line in row 21 would be a new signal for the vacuum-filter, while the same
line added in row 24 would be a new signal for the filter cloth cleaning.

7.3

Analysis of the traditional change-management process

The current change management process used by the industry-partner of the CDL
can be characterised with figure 25. The data that should be handed to the customer
is generated from the integrated database by checking relevant data out (1). This
Excel-spreadsheet is handed to the customer who modifies this document (2) and
returns the changed document. The engineer who receives this changed document
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Figure 24: An example of a real world complex report (anonymised).
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performs a check-in (3) against the database. The integrated database calculates the
changes and conflicts and returns a merged document (4). This merged document
contains a list of changes and conflicts, the responsible engineer has to review and
resolve manually (5). When all conflicts are resolved and changes reviewed, the
engineer performs a commit (6), which either can succeed, if no more conflicts exist,
or fail, if new conflicts emerged since the check-in was performed. If the document
is rejected, it is necessary to go back to step 3 and perform another check-in against
the database.
This repeated check-in states a serious problem, because it is very time-consuming
and bears many risks. The engineer who resolves the conflicts currently receives no
additional information about the conflicts apart from the fact that there are conflicts. So it takes him a couple of days to find and contact the colleagues involved
in the conflict and then resolve the conflicts. When he finally finished his work
and wants to commit, new conflicts might have occurred and the procedure starts
over again. This means that the time-span until the changes from the customer are
present in the integrated database is longer than it could be.

Figure 25: Process-diagram of the old work-flow that is currently used by industry partners.

Apart from the long time-span, this process bears a lot of risks, because it is
likely to lose the overview in a spreadsheet with 20,000 lines when it takes a couple
of days to work through all the changes and resolve all conflicts. Therefore changes
might be missed, or incorrectly entered, even if the work is done with great care. It
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might also happen that the values entered into the system would be correct, but are
wrong in the given context, for example if the incorrect unit was used. This usually
happens if the context (= what is the target unit) is missing. These risks can be
avoided by providing filter-methods so the engineer can focus on the changes, while
keeping the contextual information. Additionally there is a possibility of checking
the incoming data automatically according to predefined rules.

7.4
7.4.1

Improved Process and Tool Support
Improvements

The Engineering Object Editor provides means to perform all required actions for the
change-management process directly from Excel with an interface that was designed
to be as simple as possible. It allows the user to detect changes locally in Excel and
review the changes in the context of the whole document. The user gets immediate
feedback how the final document will look like and the check-in procedure can be
accelerated by supporting the user resolving the conflicts in a suitable way: changed
cells are highlighted, additional information is displayed and unchanged rows and
columns can be hidden with a single click. The Engineering Object Editor prevents
the commit of not reviewed changes, because the user needs to accept each single
change before the data is transferred to the repository and the .NET-Bridge that is
currently under development, will also take control over the communication between
Excel and the OpenEngSB which will allow the direct check-out and check-in from
Excel.
7.4.2

Limitations

The Engineering Object Editor was created in an experimental way. That means,
not all features are already present yet and some have serious limitations. The first
limitation is that if the spreadsheet is accessed directly from the add-in, the in-built
undo-functionality from Excel does not recognise this change and does not work.
Since users are used to be able to perform an undo, this limitation has a serious
impact on the work of people and might surprise them. At least there is a kind of
workaround by saving the document before manipulating it, and if the modification
corrupts the file, it can be closed without saving it.
Another limitation is that he ID-field is not persisted. This means each time the
document is closed and opened again, this information is lost and needs to be created
again when analysing the changes. This indirectly leads to another limitation, which
is the size of the document. If the document has more than a couple of thousand
lines, the calculation of the diffs becomes time-consuming because every cell has to be
considered for calculating the hash-values, and every line has to be looked up in the
list of hash-values from the shadow-copy. For 20,000 lines and 50 columns this means
that 20,000 hash-values need to be calculated from 1,000,000 cells and 20,000 values
need to be matched with a list of another 20,000 hash-values. Even if this match
is performed with hash-tables that contain the hash-values there are still a lot of
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comparisons. And also the analysis of the unmatched lines is at least quadratic with
the number of changed lines. So for 200 changes, 40,000 outcomes are generated,
sorted and iterated multiple times to determine the correct combinations. This
limits the whole Add-In currently to be used for documents that contain no more
than about 3,000 lines and 20 columns. Of course it works with larger documents
too, but the running-time becomes unbearable.
Currently all unchanged lines are hidden from the user. This bears the risk that
the context where a signal belongs to gets lost, and the user cannot decide if the
value is correct. So a more dynamic filtering is required. For example if a signal in
a motor has changed, it would make sense to prevent all signals from this specific
motor from hiding in order to keep the contextual information.
The next limitation is that the Engineering Object Editor is still in a standalone version. This means that no connection to a real repository (the OpenEngSB)
exists. Only local CSV-files and Excel-sheets can be checked-out, but no data from
the service bus. So it is not possible to push changes back into the repository either.
But at least it can be used to do all steps apart from the reading from and writing to
a repository. When finished, the data can be exported to a CSV-file and uploaded
to the web-platform of the OpenEngSB.
Finally the Engineering Object Editor is still an experimental prototype that
might be unstable and crash, or produce incorrect results. Therefore it should not
be used in a productive environment yet.
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8

Conclusions and future work

The Engineering Object Editor is a reasonable approach to improve the way how
modified spreadsheets can be reintegrated into a quality assured repository. It allows
many actions to be taken directly from Excel and supports the engineer in reviewing
changes and resolving conflicts directly in the spreadsheet. This helps to save time
and reduce the risk of mistakes.

8.1

Future development

The future development of the Engineering Object Editor, which is only the frontend, requires the integration into the whole infrastructure of the OpenEngSB, which
is prepared in wide parts, but not implemented. The so-called .NET-Bridge which
is currently being developed by someone else, will provide the means for a communication between the front-end and the OpenEngSB.
Another big question is how to deal with complex reports, as shown in chapter
7. The concept of separating a sheet into the three parts: data, data-mapping and
sheet-description, allows fully handling such complex reports, but requires additional
configuration work. Currently the data-mapping is configured statically and the
sheet description is generated from it. But as the reports become more complex, it
will become necessary to configure them separately and manually. Templates can
be developed that contain the structure of a report and can be filled with data from
the repository.
This brings us to the next part of the future development: The configurationstorage. Different configurations need to be stored somewhere. Right now they are
stored hard-coded in the programme, but in the long run, there will be a separate
storage for this in the OpenEngSB, which can be queried for the configuration of a
specific file.
For the sake of simplicity, the current implementation is only able to deal with
documents that have a single worksheet. If a workbook contains more than one
worksheet only the currently active worksheet will be considered and the other worksheets are ignored. To allow multi-sheet documents some additional preparations
are required to detect whether the user switched between the sheets.
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10
10.1

Appendix
Glossary

• Engineering Object, also called Signal, describes the basic unit that is
used in the OpenEngSB. It is a list of Key-Value-Pairs, representing electrical,
mechanical or software signals, that are saved in the OpenEngSB.
• A Cell is the smallest unit of a spreadsheet, and is identified by a row and a
column.
• Multiple cells define a Range, but the Object Range in C# from the library
Microsoft.Office.Interop.Excel can also be a single cell.
• An Add-In is a small programme which runs inside of Excel and allows the
programmer to run code inside inside of the Excel-process.
• A Shadow Copy refers to a copy of the original data, which sticks to the
original document and cannot modified by the user.
• Meta-Information are additional information that describe the structure of
a document and how it is mapped to an underlying data-structure.
• A Ribbon is a set of toolbars that are placed on a tab in a tab bar.
• Visual Studio Tools for Office Development is a set of libraries provided
by Microsoft for programming Office applications, such as Excel or Word with
Visual Studio.
• A Revision-Control System is a sophisticated system for managing different
versionsof a digital file.
• A Repository is a central concept in revision-control systems to store information about the managed files and the files itself.
• The Delta describes the differences that are saved in the repository between
two different revisions of the same file.
• Commit, Push, Check-In are different forms of writing data into a repository, depending on the used revision-control system.
• Check-Out, Pull, Update, Fetch are different forms of reading data from
a repository, depending on the used revision-control system.
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10.2

Abbreviations

• OpenEngSB = Open Engineering Service Bus
• EOE = Engineering Object Editor
• VSTO = Visual Studio Tools for Office Development
• SVN = Subversion
• GUID = Globally Unique Identifier
• UUID = Universally Unique Identifier
• CDL = Christian Doppler Laboratory ”Software Engineering Integration for
Flexible Automation Systems”
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